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Abstract
Barry Maguire has recently argued that the nature of normative support for affective
attitudes like fear and admiration differs fundamentally from that of reasons. These
arguments appear to raise new and serious challenges for the popular ‘reasons-first’ view
according to which normative support of any kind comes from reasons. In this paper, I
show how proponents of the reasons-first view can meet these challenges. They can do
so, I argue, if they can successfully meet some other well-known challenges to their view:
distinguishing between right and wrong kinds of reasons, distinguishing between reasons,
enablers, and defeaters, and providing an account of the relation between reasons and
rationality. Whether proponents of the reasons-first view can meet these other challenges
remains controversial. I do not try to settle these questions here, but rather show that the
debate about the nature of normative support for affective attitudes is not going to be
settled in isolation from them.

Keywords Reasons . Fittingness . Normativity . Affective attitudes

In a recent article, Barry Maguire (2018) argues that there are no reasons for affective attitudes;
attitudes like blame, admiration, enjoyment, and so on. Maguire claims that this is so, not
because there is no normative support for them, but because the nature of normative support
for affective attitudes differs fundamentally from that of reasons. The import of this claim is
fairly straightforward. If Maguire is right, then what he refers to as the ‘dogma’ that all of
normativity comes from the normativity of reasons, the so-called reasons-first view, is false.

In response, David Faraci (2020) has argued that Maguire’s arguments simply fail to
establish his claim, since none his observations about affective attitudes and their normative
support are incompatible with the reasons-first view. Even if Faraci is right about this,
however, the central problem raised by Maguire’s arguments remains. As I will argue, even
if these arguments do not rule out that reasons somehow provide normative support for
affective attitudes, they put pressure on proponents of the reasons-first view to explain how
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reasons are supposed to support affective attitudes. My aim in this paper is to show how that
work can be done.

This discussion holds some good news and some bad news for proponents of the reasons-
first view. The good news is that the relevant explanatory work can actually be done. The bad
news is that it does not come for free. Specifically, my claim will be proponents of the reasons-
first view can explain Maguire’s central observations about affective attitudes and their
normative support if they can distinguish between right and wrong kinds of reasons, if they
can distinguish between reasons, enablers, and defeaters, and if they can analyse rational
requirements in terms of reasons. These issues raise serious challenges for the reasons-first
view, and whether those challenges can be met is a question I will not take on here.1 Either
way, the discussion here holds an important lesson: This debate about the nature of normative
support for affective attitudes is not going to be settled in isolation from these other deep
questions about reasons and normativity.

It will be useful to begin by clarifying what is (and what is not) the object of disagreement
in this debate. First, the disagreement does not concern the nature of affective attitudes
themselves. All parties to the present debate agree that e.g. blame, admiration, and fear qualify
as affective attitudes. It is also agreed that affective attitudes have both a propositional and an
emotive component. On the one hand, one is never simply admiring, but always admiring
something, and it is assumed that these contents can be spelled out propositionally. On the
other hand, admiration is not a disinterested observation that something is the case, but an
attitude with a distinctive positive valence or feel (Maguire 2018, 783, 787-8).2 And it is
agreed that affective attitudes are made ‘appropriate’ or ‘fitting’ by certain kinds of facts, as
when the fact that you are inexcusably late makes it fitting to feel apologetic (ibid., 782; Faraci
2020, 226-7). Following Faraci, we can call these facts ‘fit-making-considerations’ or FMCs.

Second, the disagreement does not concern whether so-called ‘reasons of the wrong kind’
might be FMCs. For present purposes, we can think of these roughly as incentive-based
reasons for affective attitudes (Maguire 2018, 782; Faraci 2020, 1). For instance, while a
person’s great achievements is a reason of the ‘right kind’ for you to admire them, an evil
demon’s threat to kill you unless you admire him is a reason of the ‘wrong kind’ to admire him
– the evil demon is clearly not admirable, but there is an incentive to admire him. These
reasons are widely thought to pose a problem for so- called ‘buck-passing’ views which seek
to analyse normative properties such as ‘being admirable’ in terms of what there is ‘reason to
admire’.3 A large debate has ensued over whether they can be distinguished from reasons of
the right kind in a way that is amenable to the reasons-first view.4 But this debate about the
right/wrong distinction is orthogonal to the one we are concerned with, because it generally
assumes that reasons of the right kind are FMCs. And it is this claim Maguire disputes. He
holds that FMCs are not even reasons of the right kind; they are not reasons of any kind.

1 See Rowland (2017) and Schroeder (2010) for arguments that proponents of the reasons-first view can
distinguish between right and wrong kinds of reasons and McHugh and Way (2016) and Howard (2019) for
arguments that they cannot. For arguments that the distinction between reasons, enablers, and defeaters is
problematic see Hooker (2000), Crisp (2000), and Raz (2000). Bader (2016) argues that these problems can
be solved. For arguments that rational requirements can be analysed in terms of reasons see Kiesewetter (2017)
and Lord (2018). See Broome (2013) for critique of this view.
2 Though Faraci does not address this point directly, none of his replies to Maguire’s arguments question them,
so we can reasonably take this is another point of agreement.
3 The buck-passing view originates from Scanlon’s (1998) account of value, but most agree that it can be
extended to other normative properties such as admirability, see e.g. Schroeder (2010).
4 See the literature cited in n. 1 for an overview of this debate.
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What is at issue, then, is whether FMCs have the same basic normative properties that
reasons do, whether they provide the same kind of normative support. Maguire’s claim is
basically that they do not and he supports this claim by discussing a variety of cases, arguing
that, in each case, the relevant FMCs differ from reasons in an important respect. Below, I
address each of these arguments in turn. §1 discusses the claim that, unlike reasons, FMCs do
not compete. §2 discusses the claim that, unlike reasons, FMCs do not combine. §3 discusses
the claim that, unlike reasons, FMCs can make degrees of affective attitudes fitting, to feel
more or less sad, for instance. I show how proponents of the reasons-first view can adequately
explain the relevant facts in all of the cases Maguire discusses.

1 Competition

Maguire’s first argument against the idea that FMCs are reasons draws on an apparent contrast
between what happens when different reasons support conflicting responses, and what hap-
pens when FMCs for affective attitudes do. Consider first this standard case of reasons for
actions.

Child: A child is drowning in a nearby pond. You are the only person who can save this
child. If you try to do so, your expensive new clothes will be ruined.

I assume it is datum that you ought to save the child. On a standard reasons-based account of
‘ought’, this is because you have a weighty reason to do so. But it also a very standard view
that you have some reason not to save the child, because you have a reason not to ruin your
expensive new clothes. So what happens here is that two reasons compete with respect to
determining what you ought to do and one of them wins out. This, Maguire holds, is
paradigmatically the case when reasons are involved. Competing with each other to determine
what one ought to do is just what reasons do. And this, Maguire further claims, makes for a
marked contrast with the way that normative support for affective attitudes work. To make this
case, Maguire (2018, p. 787-9) considers various versions of the following type of case.

Friend: You have applied for a promotion. You did not get it, but your good friend
Andrew did. You know that you would have deserved the promotion, but it is really
good that Andrew got it.

In Friend, there seems to be normative support for conflicting affective attitudes. The fact that
you did not get the promotion seems to support feeling disappointed. The fact that your friend
got it seems to support feeling pleased. But it would not be fitting to feel pleased rather than
disappointed, or disappointed rather than feeling pleased. And it is not as if the fitting response
here would be to feel indifferent either, so it can’t be that these two FMCs simply cancel each
other out. On the contrary, the fitting response here is to feel pleased and disappointed at the
same time; to feel somewhat ambiguous about the whole thing. But this seems to imply that
these two FMCs do not compete with each other in determining how it is fitting to feel. On the
contrary, they each appear to make a particular attitude fitting, independently of each other. So
these FMCs do not interact as we should expect them to do, if they were reasons. And this,
Maguire holds, tells us that FMCs for affective attitudes are not reasons.

Of course, one can question just how much of a counterexample this case amounts to. As
Faraci (2020, 227-30) argues, given that affective attitudes have propositional contents, as
everyone assumes, the correct description of Friend would be that one has a reason to feel
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disappointed that one did not the job and another reason to feel pleased that one’s friend got it.
If that is right, what we have here is just a standard case in which two different facts support
two compatible responses. In this case, we should not expect the relevant FMCs to compete in
the first place, even if they were reasons. Consequently, Faraci holds, the fact that they appear
not to compete is no indication that they are not reasons. And then Maguire’s argument seems
to fail on its own terms.

Yet even if such cases offer no straightforward counterexample to the idea that FMCs are
reasons, they still leave us with a puzzle. For in cases like Child, it is easy to explain how it
could be fitting to feel ‘conflicted’ in some sense. It is arguably because one has to choose
between two incompatible responses, each of which requires one to forego a certain good.
Even if you recognise that saving the child is clearly what you ought to do, it makes sense to
feel regretful about having to ruin your new clothes. Any fitting sense of tension here can
explained by the choice between incompatible options.

Cases like Friend are different, however. As Maguire points out, it also seems
fitting to feel conflicted or ‘ambiguous’ in these kinds of cases. But if the relevant
feelings of pleasure and disappointment are not incompatible, if they are not even
attitudes about the same thing, whatever sense of tension it is fitting to feel here is
clearly not going to be explained by a choice between incompatible options. Indeed, it
can seem mysterious why there should be any such tension in the first place. So the
claim that FMCs are reasons still seems to leave out an explanation of how there
could be anything like a normative basis for the kind of emotional conflict that cases
like Friend seem to give rise to.

It is worth spelling out this challenge in a bit more detail. Normative conflicts of the kind
we find in Child concern how one ought to respond. Such cases require deliberation and
deliberative conflicts are correctly resolved by determining how things stand at the level of
normative support, that is, in the competition between reasons supporting the various options.
And it is just a fact that, whenever reasons for an option, A, compete with reasons for another
option, B, there can only be three outcomes. First, the reasons for option A may win out.
Second, the reasons for option B may win out. Third, the reasons may be tied, leaving A or B
individually as a permissible option, or leaving both A and B as impermissible options. Now
here is the important point: In all of these possible outcomes, A and B are never jointly
normatively supported.

If we go ahead and transfer this model of normative conflict to the domain of
affective attitudes, then we should expect that the range of possible outcomes match
those from the practical domain. But none of those are outcomes in which two
attitudes are both normatively supported, as they are in Friend. If the basis for the
normative conflict here were the same as in practical cases like Child, then only one
attitude could end up being supported, and it takes at least two to make sense of the
kind of tension between attitudes we also find in Friend. So using the reasons-based
analysis of ‘ought’ as a model for analysing fittingness seems to go wrong precisely
when it comes to making sense of the kinds of conflicts it can be fitting to feel.

This, I think, looks like a serious problem for the reasons-based analysis of fittingness. The
problem, however, does not arise from the idea that facts about fittingness are fixed by reasons.
Rather, it arises from thinking that they are fixed by reasons in the same way that facts about
‘ought’ is. And there is an important difference here. For the whereas the fact that one ought to
do something is fixed by the totality of reasons for and against that action, the fact that an
attitude is fitting is not fixed by the totality of reasons for and against that attitude.
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Consider why reasons of the wrong kind pose a problem for those who try to analyse
fittingness in terms of reasons. These people generally assume that reasons are facts which
somehow count in favour of responses. In this sense, the fact that an evil demon will kill you
unless you admire him qualifies as a reason – it certainly counts in favour of admiring him.5 In
a suitably exotic version of this case, this reason also outweighs any other reason not to admire
him, in which case one has most reason to admire him. But virtually everyone agrees that this
reason could not thereby have any bearing on whether it is fitting to admire the evil demon. It
is precisely because the fittingness of attitudes like admiration seems not to be fixed by the
totality of reasons for admiration in this way that the reasons-based analysis runs into this
‘Wrong Kind of Reason problem’.

This point has an important upshot. For suppose, as in the case above, that there is a reason
to admire someone and a reason not to admire them, and that only one of these reasons has any
bearing on whether admiration is fitting. Then these reasons clearly cannot compete with
respect to determining whether admiration is fitting. Similarly, a reason to feel disappointed
that p can, in a genuinely normative sense, count against feeling pleased that p without making
it unfitting to feel pleased that p. It can do so because, with respect to the fittingness of
pleasure, it need not compete with the kind of reason that makes it fitting to feel pleased that p.
And the same applies, mutatis mutandi, to reasons for pleasure. Accordingly, reasons of the
right kind for pleasure and disappointment need not compete with respect to the fittingness of
either pleasure or disappointment.6

The reasons-based analysis of fittingness thereby predicts that it can be fitting to feel
pleasure and disappointment about the very same thing. Moreover, it predicts that the
normative basis for the corresponding emotional conflict resides in the joint fittingness of
these attitudes. For although reasons of the right kind for pleasure and disappointment that p
need not compete with respect to the fittingness of disappointment and pleasure that p, they
may nevertheless compete simply as reasons for and against those attitudes. After all, even if a
reason is of the wrong kind to make some attitude unfitting, it can still be reason not to hold it.
This analysis would imply, then, that there is a genuinely normative basis for the kind of
conflict we find in Friend, one which resides in the very considerations which make the
attitudes of pleasure and disappointment towards the same thing jointly fitting.

Since Maguire’s argument is that FMCs could not even be reasons of the right kind, it is
legitimate for proponents of the reasons-first view to employ a distinction between right and
wrong kinds of reasons in responding to that argument. If the above is correct, employing that
distinction not only gives them the kind of description of Friend that Maguire claims they
cannot have. It also gives them a unified explanation of why the very same considerations that
make it fitting to feel pleasure and disappointment about the very same state of affairs also
provide normative support for feeling conflicted about that state of affairs. So while Maguire’s
argument shows there are important differences in the normative structure of practical and
emotional conflicts, they are differences that a reasons-based analysis can both accommodate
and explain.

5 If you are skeptical of this claim, see Howard (2019) for a summary of persuasive arguments that it is not easily
resisted.
6 Faraci (2020, 228–9) similarly suggests that one can resist Maguire’s argument simply by maintaining that
FMCs for disappointment are not ipso facto unfit-making considerations for pleasure. The present point is that the
appeal to the right/wrong distinction allows us to not merely claim that this is so, but also to explain why it is.
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2 Combination

Maguire’s second argument draws on a similar contrast between what happens when different
reasons together support an action and what happens when different FMCs together support an
affective attitude. To illustrate this argument, consider first another generic case of reasons for
action.

Lives: There is a blue and a green button in front of you. Pressing the blue button will
save Tom’s life. Pressing the green button will save Tim’s life. Tom and Tim are
identical in all morally relevant respects. However, pressing the green button will also
save Tam’s life.

Plausibly, you ought to press the green button. In reasons terms, this is because Tim’s life and
Tam’s life each provide you with a reason to press the green button, and these two reasons
together outweigh the reason provided by Tom’s life. Moreover, the reason provided by Tim’s
life seems to individually support pressing the green button. It would have provided some
support for pressing the green button, even if Tam’s life had not also been at stake. A similar
point applies, of course, to the reason provided by Tam’s life. These two reasons seem to be
two individual sources of normative support which then combine to outweigh another. This, it
seems, is just what reasons do when they favour the same option. And this, Maguire claims,
makes for another salient contrast with they way that FMCs work. For illustration, he offers the
following type of case (Maguire 2018, 789).

Dragon: You are a knight, about to face the terrible dragon. The dragon has sharp claws.
She has the ability to swipe at you with the claws. She also has a look in her eye that
suggests she might quite like to.

These facts make it fitting for you to fear the dragon. But, as Maguire observes, they seem to
do so together, not individually. While they are distinct considerations, he claims, they are not
‘normatively distinct sources of support’ and ‘intuitively, they work together to constitute one
source of normative support for fear’ (ibid., 789). According to Maguire, then, each of these
considerations is normatively impotent vis-à-vis providing normative support for fear; neither
is individually an FMC for this attitude. So it seems FMCs for affective attitudes do not
combine, in the way that reasons do, when they together make some attitude fitting. They do
not provide individual measures of normative support for the attitude which we can then
combine or add up in some way or other. And this, Maguire contends, tells us that FMCs for
affective attitudes are not reasons.

While there is no doubt an interesting contrast between these two cases, one problem with
the argument here is that it seems to rely on the claim that FMCs for affective attitudes simply
do not combine. This claim is at least questionable. For instance, Faraci (2020, 231) suggests
that there are cases in which it is clear that two FMCs combine to support an affective attitude,
such as the following.

Dragon Revisited: You happen upon a dragon with sharp claws and a murderous look.
The dragon says ‘I just want to be friends!’

Faraci (ibid., 231) claims that these facts are at least bona fide reasons for and against running
away from the dragon. And it is, he holds, perfectly possible that the fact about the sharp claws
and the fact about the murderous look together outweigh the reason provided by the dragon’s
claim to want friendship. On balance, then, you have most reason to run away. Moreover,
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Faraci argues, this description of the case is no less plausible if one takes the relevant facts to
count for and against fearing the dragon. We should therefore conclude that FMCs for
affective attitudes, like fear, can combine like reasons do.

If one agrees with this verdict,7 that will arguably be enough to resist Maguire’s argument
as stated. Even so, it is not clear that blocking the argument in this way fully meets the
challenge it raises. After all, critics of the reasons-first view will maintain that, whether or not
there are cases where FMC can combine, the original Dragon case still seems to be a case in
which a set of normative facts make an attitude fitting without combining as individual
reasons. These cases still seem to provide evidence against the claim that FMCs behave in
the way that reasons do.

The more general question here is whether there is any onus on proponents of the reasons-
first view to take seriously the intuition that cases like Dragon provoke. In this case, our
intuition is that none of the salient facts seem to count in favour of fearing the dragon
individually. On the widely shared view that reasons are facts which count individually in
favour of responses, this seems to suggest that none of these facts are individual reasons. And
if none of the facts are individual reasons, how can they, on the reasons-first view, make it
fitting to fear the dragon? The mere possibility of such cases thus poses a further challenge for
the reasons-first view. For if there are any cases of this kind, then its proponents owe us a
further explanation. They need to explain how a set of facts can make attitudes fitting without
combining as individual reasons.

I think there are couple of ways this could happen. One is illustrated by the phenomenon of
so-called ‘undercutting defeaters’. Suppose, for instance, that the fact that the table in front of
you looks red is a reason to think it is red. Then the fact that there are red lights shining onto
the table would seem like an undercutting defeater for this reason; it seems to undercut the
support this reason provides for thinking that the table is red. Nevertheless, the fact that there
are red lights shining onto a table is not itself a reason to think that the table is not red. It
merely defeats the reason you already have to think that it is red. Now suppose A is a reason to
φ, C is a reason to not-φ, and B is an undercutting defeater for C. Then A and B would
together make it the case that there is most reason to φ, but not because they are both
individual reasons which combine to outweigh C. If there are undercutting defeaters for
reasons, then, it will be easy enough to explain how a set of facts can make an attitude fitting
without combining as individual reasons.

This diagnosis is plausible enough in cases like Dragon Revisited. For instance, the
dragon’s sharp claws might provide a reason to fear him, while his murderous looks is a
defeater for the reason that his claim to want friendship provides not to fear him. If so, these
three facts will together make it the case that there is most reason to fear the dragon, but not
because several individual reasons combine to favour this attitude. Of course, this diagnosis
arguably less plausible in the original Dragon case, since none of the relevant facts seems like
an apt candidate for an undercutting defeater. There is, however, another type of normative fact
which proponents of the reasons-first view can invoke to explain the structure of these kinds of

7 There are a number of reasons one might wish to be hesitant here. First, as we have seen, our intuitions about
reasons for actions can easily be misleading when applied to affective attitudes. Second, our intuitions about
reasons can be equally misleading when there are enablers or defeaters involved, as I discuss below. Finally, it is
not clear why critics of the reasons-first approach should accept the claim that the facts about the dragon’s sharp
claws and murderous looks combine as individual reasons for fear in Dragon Revisited. After all, they will say,
that is precisely the claim the original Dragon case invites us to deny.
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cases. Just as they can appeal to facts that defeat reasons, they can appeal to facts that enable
them.

Consider the following example.8 The fact that a particular joke is funny may or may not be
a reason to tell it. If the joke would be strongly offensive to one’s audience, the fact that it is
funny is no reason to tell it. But if the joke would not offend anyone, if one is bored, and if
there are other people around, the fact that the joke is funny could well be a reason to tell it.
Nevertheless, these kinds of facts – that a particular joke would not offend anyone, that one is
bored, and that there are other people around– are not themselves individual reasons to tell any
particular joke. They are merely conditions which enable the joke’s funniness to be a reason to
tell it: enablers. Now suppose A is an enabler for B’s being a reason to φ. Then A and B would
together support φ’ing, even though neither would individually. Yet it does not follow from
this that neither A nor B is a reason to φ. Given A, B is actually a reason to φ.

This allows for a more plausible description of Dragon. As Maguire correctly points out,
none of the individual facts about the dragon seem to support fearing her on their own. Yet it
seems plausible that some of these facts could enable the reason-giving force of the others. For
instance, the dragon’s sharp claws and ability to swipe at one with them might together enable
the fact that she looks inclined to cut one open to be a reason to fear her. As this would seem to
be reason of the right kind for fear, it would be the kind of reason which, once enabled, makes
it fitting to fear the dragon. Of course, it is debatable which facts should play the enabling role
and which should play the fit-making role here. But insofar as both reasons and enablers are in
play, it will come out that a set of facts together make it fitting to fear the dragon, that these
facts do not combine as several individual reasons, and that it is nevertheless fitting to fear the
dragon because there is a reason to.

Of course, one can object here that the existence of enablers for FMCs does not imply that
FMCs are reasons. This is true, but it offers no support for the argument we are considering.
The argument asserts that cases like Dragon are not cases in which reasons combine to make
some attitude fitting. The point here is that this observation is problematic for the reasons-
based analysis of fittingness only if there is no other plausible explanation of how reasons
could make fear fitting in such cases. But, I have argued, there is. And it seems to give
proponents of this analysis precisely the description of Dragon that Maguire claims they
cannot have. So if they can distinguish between reasons, enablers, and defeaters, such cases
pose no further problem to them.

3 Gradability

Maguire’s third argument draws on a contrast between reasons and FMCs with respect to
gradability. To illustrate this contrast, we can return to the example we began with.

Child: A child is drowning in a nearby pond. You are the only person who can save this
child. If you try to do so, your expensive new clothes will be ruined.

To recap, what we have here are two reasons which compete with respect to what you ought to
do, one provided by the fact that it is a shame to get one’s expensive new clothes all dirty and
one provided by the fact that a child will drown unless you save it. You ought, of course, to
save the child and this, on the reasons view, is because it is what you obviously have most

8 Inspired by one of Jonathan Dancy’s (2004, 172).
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reason to do. But this can be the case only if one of these reasons outweighs the other. So what
is doing the serious normative work here is a gradable property of one of these reasons, the
property of being weightier than a competing reason.

Crucially, this seems to be the only kind of gradability in play here. It is not as if the weight
of your reason to save the child also determines some degree to which you ought to save it. It
would bizarre to say, for instance, that if this reason had been slightly less weighty, you should
have saved the child ‘slightly less’ than in the actual case. On the contrary, if it is what you
have most reason to do, then you ought simply to save the child, and you either succeed in this
or you don't. In other words, reasons seem to provide a type of gradable support and what they
seem to provide support for are non-gradable responses.

Once more, Maguire argues, this makes for a marked contrast with FMCs. To make this
case he asks us to compare the following two descriptions of the same case (Maguire 2018,
790).

(a) The fact that the death of the youngster is very tragic makes it fitting to feel more sad
about her death.

(b) The fact that the death of the youngster is very tragic makes it more fitting to feel sad
about her death.

Whereas (a) seems a straightforward description of the normative facts, (b) seems strained at
best. More generally, the degree of affective attitude with which it is fitting to respond to some
situation is normally proportional to the normatively relevant factors of that situation, factors
which can come in degrees. Deaths can be more or less tragic, dragons can have more or less
claws, and achievements can be more or less impressive. But such facts do not make it more or
less fitting to respond with the some generic degree of an affective attitude. On the contrary,
they seem to make it fitting to hold such an attitude to a particular degree – it is fitting to be
more fearful of wolves than sheep, for instance. This, Maguire argues, is evidence that FMCs
provide a type of non-gradable normative support for gradable responses. And since they differ
in this way from reasons, it is yet another basis for concluding that FMCs are not reasons.

How should proponents of the reasons-first view respond to this argument? One way is to
question how comparisons of particular cases like (a) and (b) could warrant an inference to the
general claim that FMCs always provide a type of strict, non-gradable support. Why could
there not be exceptions to this claim? Similarly, one might ask why the gradability of affective
attitudes should prevent them from being supported by reasons. As Faraci (2020, 232)
suggests, some actions seem to be gradable, but this does not seem to prevent them from
being supported by reasons. Just as one can have reasons to give to charity simpliciter, one
may also have reasons to give $10 to charity, or $100, or $1000. Giving to charity is something
one can do, it is something one can do to a greater or lesser degree, and normatively relevant
factors of one’s situation determine how much there is reason to give. Consequently, the mere
fact that affective attitudes are gradable responses is no reason to think that they cannot be
supported by reasons.

Either of these observations seems sufficient to block the conclusion of Maguire’s argu-
ment. Once more, however, simply blocking the argument’s conclusion still leaves the
proponents of the reasons-first view with a problem on their hands. For even if the normative
support for affective attitudes can be gradable, and even if that kind of normative support can
be provided by reasons, this merely tells us that FMCs are sometimes gradable and non-strict.
It does not tell us that FMCs are never strict and non-gradable. The contrast between (a) and
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(b) seems to illustrate that they at least sometimes are. Moreover, these hardly seem like outlier
cases; it is perfectly plausible that FMCs are standardly strict and non-gradable.

Thus, the question is once again whether there is any onus on proponents of the reasons-
first view to take seriously the kind of intuition which the contrast between (a) and (b)
provokes; the intuition that the normative facts can issue in strict and non-gradable support
for holding affective attitudes to a certain degree. That intuition itself puts pressure on the
reasons-first view, since it seems to suggest that such facts are not reasons, since reasons are
non-strict and gradable. Yet, on the reasons-first view, the only kind of normative support there
could be is reasons. So what proponents of this view seem to need here is an explanation, not
just of how reasons might support gradable responses, but how they might issue in a kind of
strict and non-gradable support or normative standard for affective attitudes.

This raises a substantive challenge for the same reason that reasons-based analyses of other
strict normative standards, like ‘morally required’ or ‘wrong’, do. The case of giving to charity
neatly illustrates this point. Many of us think that we are morally required to give to charity,
and that this kind of standard is strict and non-gradable. For many of us, there is arguably some
small amount such that giving less than this amount would be wrong, period. Yet many of also
believe that we can have reasons to give much more to charity. We believe that, while giving a
very large proportion of our wealth would be best, or what we have most reason to do, doing
so is not morally required, but supererogatory.

These are first-order normative intuitions that a reasons-based analysis wrongness ought to
be compatible with. But as a number of authors have pointed out (see e.g. Heuer 2010; Darwall
2012; Wallace 2013), the possibility that one can have most reason to do what one is not
morally required to do seems to imply that we cannot analyse ‘morally required’ (or ‘wrong’)
simply as what there is most reason to do (or refrain from doing). Specifically, it seems to
imply that our reasons to give to charity can support giving to specific degree, without fixing
any strict standard which requires giving to that degree. And if that is possible, any plausible
reasons-based analysis of wrongness would owe us a further explanation as to which of our
reasons do fix strict moral requirements to give a certain amount to charity, and how they do it.

I do not mean to suggest that such analyses are implausible in their own right. But it would
be implausible to assume that a reasons-based analysis of what makes actions wrong will
straightforwardly work out in a way which is amenable to the reasons-based analysis of what
makes attitudes fitting. This would be particularly implausible since, as we have seen, reasons
for actions and reasons for affective attitudes do not fix normative standards in quite the same
way. So the explanatory burden that proponents of the reasons-based analysis of fittingness
need to discharge here is hardly a trivial one. And to do so, they need to explain how reasons
can fix strict standards on gradable responses like affective attitudes.

Of the challenges to the reasons-based analysis discussed so far, this one seems to me the
most significant. Consequently, I will use what remains of this discussion to suggest where
proponents of this analysis can find the resources to meet it. The key, I believe, is to pay close
attention to the relation between two different components of affective attitudes and the
normative standards which apply to them.

Consider first what the reasons-based analysis of fittingness should look like, once we take
account of the distinction between right and wrong kinds of reasons. If we take the attitude of,
say, fear as an example, it should look something like this.

Analysis (Non-Gradable Content): It is fitting to fear A iff one’s reasons of the right kind
for fear together favour: fearing A.
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Note first that this analysis predicts that an attitude can be never be ‘more fitting’. This is
because it analyses ‘fittingness’ in terms of what a particular set of reasons together favour.
The attitude that a given set of reasons favour is the attitude that there is most reason to respond
with, given those reasons. And the property of being what there is most reason for is a non-
gradable property. One cannot have ‘more or less’ most reason to respond in some way; one
either has most reason to φ or one does not. So one’s reasons cannot, for instance, make fear of
wolves ‘more fitting’ than fear of sheep. They can, however, favour a gradable response:
fearing wolves more than sheep. That is,

Analysis (Gradable Content): It is fitting to fear A more than B iff one’s reasons of the
right kind for fear together favour: fearing A more than B.

If this analysis is correct, the right-hand side of this biconditional will be true in virtue of one’s
reasons of the right kind for fearing A and B, respectively. The challenge is then to explain
how these reasons can together make it true that one has most reason to fear A more than B.

Such an explanation may seem to face a further complication. This complication arises
because we have been assuming that affective attitudes have both a propositional and an
emotive component. In the case of fearing something, for instance, there is both a judgment
that it is likely to harm one and a type of negative or ‘dreading’ emotion directed towards it.
For our purposes, the exact content of the judgment or characteristics of the emotion are not
important. The important point is that these components are not gradable in quite the same
sense.

Judgments are a type of non-gradable attitude with gradable content. We cannot judge
‘more’ that something is likely to harm us, we can judge that it is likely to harm us more than
something else, or that it is more likely to harm us.9 Where the negative emotion or ‘feel’ of
fear is concerned, however, gradability seems to factor into the intensity of the attitude, not its
intentionality or directedness. If you are afraid of both wolves and sheep, for instance, being
more fearful of wolves does not mean that some generic state of fear has a more ‘wolfy’ feel,
or that you somehow project a generic degree of negative feeling ‘more’ onto wolves than
sheep. Rather, being more fearful of wolves involves experiencing a certain type of negative
feeling more intensely with respect to wolves than sheep.

Since these two components of affective attitudes respond differently to gradable proper-
ties, we should expect that reasons give rise to normative standards for them in slightly
different ways. This may seem to make a reasons-based analysis even less likely to succeed.
But it is, I believe, actually a cause for optimism, because it allows us to split the analysis into
two related parts. Consider how this might work in the following case.

Drake and Drew: Drake and Drew are both dragons. Drake is hellbent on slicing you
open and quite capable of doing so. Drew is equally malicious, but also slightly dim-
witted and his claws are a bit blunt.

These facts make it fitting for you to fear Drake more than Drew. But whatever we think of
fittingness, it is also plausible that these facts provide you with reasons for a pair of judgments;
reasons to judge that Drew is likely to harm you and reasons to judge that Drake is very likely
to harm you. Other things being equal, these reasons together give you most reason to make

9 One might object that the propositional component is something like credences which are gradable, but it
remains plausible that these credences would have gradable content. In any case, I take it that this is another point
on which the merits of the reasons-based analysis should not turn.
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the following judgment: Drake is more likely to harm you than Drew. Assuming that
judgments about the likelihood of harm make up the propositional component of fear, these
reasons thereby fix a non-gradable normative standard for the propositional component of
‘fearing Drake more than Drew’.

Now, insofar as the reasons here are also reasons of the right kind for fear, not merely
reasons for judgments about the likelihood of harm, they must also provide normative support
for fear’s emotive component, i.e. its negative feel. Moreover, for the above analysis to work,
they must do so by grounding a strict, non-gradable requirement to hold it to a particular
degree.

To appreciate what type of requirement this might be, consider the fact that the
propositional and emotive components of affective attitudes can come apart. One can,
for instance, hold the intensely negative feeling characteristic of paralysing fear
towards something one recognises not to be likely to harm one at all; a tiny harmless
spider, for instance. But these kinds of responses are clearly never fitting. If one’s
particular degree of fear is a fitting response to some object, this negative feeling will
be proportional to one’s judgment of how dangerous the object of one’s fear is. In
other words, for an affective attitude to be fitting, the degree or intensity of its
emotive component must also somehow be proportional to the gradable content of
the propositional component for which there is normative support.

It is important to distinguish the kind of requirement at issue here from purely
cognitive requirements. For instance, suppose the facts make it fitting to be mildly
fearful of the spider, but you judge it to be very dangerous. Or suppose you believe
(correctly) that the facts give you reasons to judge that the spider is only a little
dangerous, yet you judge that it is very dangerous. Here your judgments about how
dangerous the spider is are plausibly ‘incorrect’ or ‘disproportional’ in the strictly
cognitive sense that they do not match the fit-making facts, or your own judgments
about these facts. Yet in both kinds of cases, the intensity of your level of ‘dread’
towards the spider may nevertheless match your actual judgment of how dangerous the
spider is. We can imagine that your level of dread would have been appropriate, if your
judgment had been correct or proportional in the cognitive sense.

In contrast, the kind of proportionality requirement at issue here concerns the relation
between the cognitive and emotive components of affective attitudes. This is the kind of
requirement one would violate if one’s judgment of how dangerous the spider is fits the facts,
yet the intensity of one’s emotional state, one’s sense of ‘dread’ towards the spider, is greater
or lesser than the judgment of danger itself warrants. That is, these are cases where one’s
degree of fear would have been fitting, but for the lack of proportionality between the intensity
of the emotive component and the content of the cognitive component.

Because this kind of requirement seems to concern the relations between these two kinds of
attitudes, such requirements of proportionality are plausibly a species of rational requirement.
Governing relations between one’s mental states seems to be what rational requirements are
there for. In other words, it seems affective attitudes are fitting only insofar as they exhibit the
type of internal structural coherence between their component parts which is characteristic of
rational mental states. And this claim is plausible, I take it, independently of whether one
thinks fittingness can be analysed in terms of reasons.

This means that we have a source of independent support for the idea that requirements on the
emotive component of affective attitudes can be analysed in terms of reasons. For if these
requirements are basically rational requirements, reasons will give rise to them in the same way
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that they give rise to rational requirements generally.10 In turn, this means that if the normativity of
rational requirements can be analysed in terms of reasons, such an account can form part of the
explanation of how the same reasons which support the propositional component of affective
attitudes can give rise to the normative requirements which govern their emotive component.

Consider again how this might work in the case of Drake and Drew. We assumed that the
facts make it fitting to fear drake more than Drew. And we concluded above that the facts of
the case give one most reason to judge that Drake is more likely to harm one than Drew. To
make fear fitting, however, these reasons must also favour some emotive response. Moreover,
as we have just seen, they must favour an emotive response of a degree that is proportional to
the content of the judgment of how dangerous Drake and Drew are, respectively, since they
would otherwise favour an irrational (and unfitting!) configuration of mental states.

This is where the relation between reasons and rational requirements comes in. For if
rational requirements are fixed by one’s reasons, then one’s reasons cannot favour an irrational
configuration of mental states. So if one’s reasons support the judgment that Drake is more
dangerous that Draw, and if it would thereby be irrational not to dread Drake more than Drew,
then one’s reasons must make it the case that one is rationally required to hold the negative
emotive component of fear to a higher degree towards Drake than towards Drew. Such rational
requirements are strict and non-gradable. So these reasons must also determine a strict, non-
gradable requirement on one to hold gradable emotive attitudes to some particular degree.

As I explained above, it is also plausible that these reasons will also give rise to strict, non-
gradable standards for the cognitive component of fear. So if these claims are correct, they imply
that one’s reasons of the right kind for fear give rise to non-gradable normative standards which
apply to both the propositional and emotive components of fear. Together, then, these standards
make it the case that some particular degree of fear is required.11 So these claims together imply
that one’s reasons of the right kind to fear A and B together favour fearing A more than B if and
only if there are strict normative requirements according to which one is required to fear A more
than B. In other words, these reasons make it fitting to fear Amore than B. And this seems to give
proponents of the reasons-based analysis of fittingness precisely what they have been needing: an
explanation of how reasons give rise to strict, non-gradable standards for affective attitudes.

4 Conclusion

I have discussed three arguments for the claim that the nature of normative support for
affective attitudes differs fundamentally from that of reasons. I have argued that, even if these
arguments do not show reasons-based analyses of fittingness to be false, they put pressure on
proponents of the reasons-first view to explain how reasons are supposed to make affective
attitudes fitting. My central argument has been that this explanatory work can be done if one
distinguishes between right and wrong kind of reasons, if one distinguishes between reasons,
defeaters, and enablers, and if one analyses rational requirements in terms of reasons.

10 For arguments that rational requirements can be analysed in terms of reasons see Kiesewetter (2017) and Lord
(2018). See Broome (2013) for critique of this view.
11 As one reviewer points out, the basic idea here is similar to the suggestion by Maguire (2018, 798–9) that
fittingness standards for complex or ‘overall’ affective attitudes may derive from standards for their component
parts. The suggestion here is that, given that affective attitudes are generally complex, fittingness standards for
affective attitudes are generally derivative in this way.
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This means that it is controversial whether the explanations I have offered are available to
those committed to the so-called reasons-first view, the view that all normative facts, concepts,
and properties can be understood in terms of reasons. For it is controversial whether one can
distinguish between right and wrong kinds of reasons without appeal to other normative
concepts or properties than reasons. It is controversial whether one can similarly distinguish
between reasons, defeaters, and enablers. And it is equally controversial whether rational
requirements can be analysed in terms of reasons.

I have not tried to settle these questions here. What I have shown is that the prospects for
understanding normative support for affective attitudes in terms of reasons is likely to stand or
fall with the answers to them. If those committed to the normative fundamentality of reasons
can solve these other problems, then affective attitudes (and Maguire’s arguments concerning
them) do not pose any further problems. However, if they cannot solve these other problems,
that is all the more reason to be skeptical that normative support for affective attitudes can be
understood in terms of reasons. Either way, these arguments illustrate that the debate about the
nature of normative support for affective attitudes turns centrally on the answers to these other
deep questions about the relation between normativity and reasons.
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